OSI Layer 1 for Point-to-Point WANs 

The OSI physical layer, or Layer 1, defines the details of how to move data from one device to another. In fact,  any people think of OSI Layer 1 as “sending bits.” Higher layers encapsulate the data, as described in Chapter 2, “The TCP/IP and OSI Networking Models.” No matter what the other OSI layers do, eventually the sender of the data needs to actually transmit the bits to another device. The OSI physical layer defines the standards and protocols used to create the physical network and to send the bits across that network. A point-to-point WAN link acts like an Ethernet trunk between two Ethernet switches in many ways. For perspective, look at Figure 4-1, which shows a LAN with two buildings and two switches in each building. As a brief review, remember that several types of Ethernet use one twisted pair of wires to transmit and another twisted pair to receive, in order to reduce electromagnetic interference. You typically use straightthrough Ethernet cables between end-user devices and the switches. For the trunk links between the switches, you use crossover cables because each switch transmits on the same pair of pins on the connector, so the crossover cable connects one device’s transmit pair to the other device’s receive pair. The lower part of Figure 4-1 reminds you of the basic idea behind a crossover cable. [image: image1.emf] 
Now imagine that the buildings are 1000 miles apart instead of right next to each other. You are immediately faced with two problems: 
■ Ethernet does not support any type of cabling that allows an individual trunk to run for 1000 miles. 
■ Even if Ethernet supported a 1000-mile trunk, you do not have the rights-of-way needed to bury a cable over the 1000 miles of real estate between buildings. The big distinction between LANs and WANs relates to how far apart the devices can be and still be capable of sending and receiving data. LANs tend to reside in a single building or possibly among buildings in a campus using optical cabling approved for Ethernet. WAN connections typically run longer distances than Ethernet—across town or between cities.  Often, only one or a few companies even have the rights to run cables under the ground between the sites. So, the people who created WAN standards needed to use different physical specifications than Ethernet to send data 1000 miles or more (WAN). To create such long links, or circuits, the actual physical cabling is owned, installed, and managed by a company that has the right of way to run cables under streets. Because a company that needs to send data over the WAN circuit does not actually own the cable or line, it is called a leased line. Companies that can provide leased WAN lines typically started life as the local telephone company, or Telco. In many countries, the telco is still a government-regulated or government-controlled monopoly; these companies are sometimes called public telephone and telegraph (PTT) companies. Today, many people use the generic term service provider to refer to a company that provides any form of WAN connectivity, including Internet services. Point-to-point WAN links provide basic connectivity between two points. To get a point-to-point WAN link, you would work with a service provider to install a circuit. What the phone company or service provider gives you is similar to what you would have if you made a phone call between two sites, but you never hung up. The two devices on either end of the WAN circuit could send and receive bits between each other any time they want, without needing to dial a phone number. Because the connection is always available, a point-to-point WAN connection is sometimes called a leased circuit or leased line because you have the exclusive right to use that circuit, as long as you keep paying for it. Now back to the comparison of the LAN between two nearby buildings versus the WAN between two buildings that are 1000 miles apart. The physical details are different, but the same general functions need to be accomplished, as shown in Figure 4-2. [image: image2.emf] Keep in mind that Figure 4-2 provides a conceptual view of a point-to-point WAN link. In concept, the telco installs a physical cable, with a transmit and a receive twisted pair, between the buildings. The cable has been connected to each router, and each router, in turn, has been connected to the LAN switches. As a result of this new physical WAN link and the logic used by the routers connected to it, data now can be transferred between the two sites. In the next section, you will learn more about the physical details of the WAN link.  

WAN Connections from the Customer Viewpoint 

The concepts behind a point-to-point connection are simple. However, to fully understand what the service provider does to build its network to support your point-to-point line, you would need to spend lots of time studying and learning technologies outside the scope of the ICND1 exam. However, most of what you need to know about WANs for the ICND1 exam relates to how WAN connections are implemented between the telephone company and a customer site. Along the way, you will need to learn a little about the terminology used by the provider. In Figure 4-2, you saw that a WAN leased line acts as if the telco gave you two twisted pairs of wires between the two sites on each end of the line. Well, it is not that simple. Of course, a lot more underlying technology must be used to create the circuit, and telcos use a lot of terminology that is different from LAN terminology. The telco seldom actually runs a 1000-mile cable for you between the two sites. Instead, it has built a large network already and even runs extra cables from the local central office (CO) to your building (a CO is just a building where the telco locates the devices used to create its own network). Regardless of what the telco does inside its own network, what you receive is the equivalent of a fourwire leased circuit between two buildings. Figure 4-3 introduces some of the key concepts and terms relating to WAN circuits. 
[image: image3.emf] Typically, routers connect to a device called an external channel service unit/data service unit (CSU/DSU). The router connects to the CSU/DSU with a relatively short cable, typically less than 50 feet long, because the CSU/DSUs typically get placed in a rack near the router. The much longer four-wire cable from the telco plugs into the CSU/DSU. That cable leaves the building, running through the hidden (typically buried) cables that you sometimes see phone company workers fixing by the side of the road. The other end of that cable ends up in the CO, with the cable connecting to a CO device generically called a WAN switch. The same general physical connectivity exists on each side of the point-to-point WAN link. In between the two COs, the service provider can build its network with several competing different types of technology, all of which is beyond the scope of any of the CCNA exams. However, the perspective in Figure 4-2 remains true—the two routers can send and receive data simultaneously across the point-to-point WAN link. From a legal perspective, two different companies own the various components of the equipment and lines in Figure 4-3. For instance, the router cable and typically the CSU/ DSU are owned by the telco’s customer, and the wiring to the CO and the gear inside the CO are owned by the telco. So, the telco uses the term demarc, which is short for demarcation point, to refer to the point at which the telco’s responsibility is on one side and the customer’s responsibility is on the other. The demarc is not a separate device or cable, but rather a concept of where the responsibilities of the telco and customer end. In the United States, the demarc is typically where the telco physically terminates the set of two twisted pairs inside the customer building. Typically, the customer asks the telco to terminate the cable in a particular room, and most, if not all, the lines from the telco into that building terminate in the same room. The term customer premises equipment (CPE) refers to devices that are at the customer site, from the telco’s perspective. For instance, both the CSU/DSU and the router are CPE devices in this case. The demarc does not always reside where it is shown in Figure 4-3. In some cases, the telco actually could own the CSU/DSU, and the demarc would be on the router side of the CSU/ DSU. In some cases today, the telco even owns and manages the router at the customer site, again moving the point that would be considered the demarc. Regardless of where the demarc sits from a legal perspective, the term CPE still refers to the equipment at the telco customer’s location. 

WAN Cabling Standards 

Cisco offers a large variety of different WAN interface cards for its routers, including synchronous and asynchronous serial interfaces. For any of the point-to-point serial links or Frame Relay links in this chapter, the router uses an interface that supports synchronous communication. Synchronous serial interfaces in Cisco routers use a variety of proprietary physical connector types, such as the 60-pin D-shell connector shown at the top of the cable drawings in Figure 4-4. The cable connecting the router to the CSU/DSU uses a connector that fits the router serial interface on the router side, and a standardized WAN connector type that matches the CSU/DSU interface on the CSU/DSU end of the cable. Figure 4-4 shows a typical connection, with some of the serial cabling options listed. [image: image4.emf] 

The engineer who deploys a network chooses the cable based on the connectors on the router and the CSU/DSU. Beyond that choice, engineers do not really need to think about how the cabling and pins work—they just work! Many of the pins are used for control functions, and a few are used for the transmission of data. Some pins are used for clocking, as described in the next section. The cable between the CSU/DSU and the telco CO typically uses an RJ-48 connector to connect to the CSU/DSU; the RJ-48 connector has the same size and shape as the RJ-45 connector used for Ethernet cables. Many Cisco routers support serial interfaces that have an integrated internal CSU/DSU. With an internal CSU/DSU, the router does not need a cable connecting it to an external CSU/DSU because the CSU/DSU is internal to the router. In these cases, the serial cables shown in Figure 4-4 are not needed, and the physical line from the telco is connected to a port on the router, typically an RJ-48 port in the router serial interface card. 

Clock Rates, Synchronization, DCE, and DTE
 An enterprise network engineer who wants to install a new point-to-point leased line between two routers has several tasks to perform. First, the network engineer contacts a service provider and orders the circuit. As part of that process, the network engineer specifies how fast the circuit should run, in kilobits per second (kbps). While the telco installs the circuit, the engineer purchases two CSU/DSUs, installs one at each site, and configures each CSU/DSU. The network engineer also purchases and installs routers, and connects serial cables from each router to the respective CSU/DSU using the cables shown in Figure 4-4. Eventually, the telco installs the new line into the customer premises, and the line can be connected to the CSU/DSUs, as shown in Figure 4-3. Every WAN circuit ordered from a service provider runs at one of many possible predefined speeds. This speed is often referred to as the clock rate, bandwidth, or link speed. The enterprise network engineer (the customer) must specify the speed when ordering a circuit, and the telco installs a circuit that runs at that speed. Additionally, the enterprise network engineer must configure the CSU/DSU on each end of the link to match the defined speed. To make the link work, the various devices need to synchronize their clocks so that they run at exactly the same speed—a process called synchronization. Synchronous circuits impose time ordering at the link’s sending and receiving ends. Essentially, all devices agree to try to run at the exact same speed, but it is expensive to build devices that truly can operate at exactly the same speed. So, the devices operate at close to the same speed and listen to the speed of the other device on the other side of the link. One side makes small adjustments in its rate to match the other side. Synchronization occurs between the two CSU/DSUs on a leased line by having one CSU/DSU (the slave) adjust its clock to match the clock rate of the other CSU/DSU (the master). The process works almost like the scenes in spy novels in which the spies synchronize their watches; in this case, the networking devices synchronize their clocks several times per second. In practice, the clocking concept includes a hierarchy of different clock sources. The telco provides clocking information to the CSU/DSUs based on the transitions in the electrical signal on the circuit. The two CSU/DSUs then adjust their speeds to match the clocking signals from the telco. The CSU/DSUs each supply clocking signals to the routers so that the routers simply react, sending and receiving data at the correct rate. So, from the routers’ perspectives, the CSU/DSU is considered to be clocking the link. A couple of other key WAN terms relate to the process of clocking. The device that provides clocking, typically the CSU/DSU, is considered to be the data  communications equipment (DCE). The device receiving clocking, typically the router, is referred to as data  terminal equipment (DTE). 

Building a WAN Link in a Lab 

On a practical note, when purchasing serial cables from Cisco, you can pick either a DTE or a DCE cable. You pick the type of cable based on whether the router is acting like DTE or DCE. In most cases with a real WAN link, the router acts as DTE, so the router must use a DTE cable to connect to the CSU/DSU. You can build a serial link in a lab without using any CSU/DSUs, but to do so, one router must supply clocking. When building a lab to study for any of the Cisco exams, you do not need to buy CSU/DSUs or order a WAN circuit. You can buy two routers, a DTE serial cable for one router, and a DCE serial cable for the other, and connect the two cables together. The router with the DCE cable in it can be configured to provide clocking, meaning that you do not need a CSU/DSU. So, you can build a WAN in your home lab, saving hundreds of dollars by not buying CSU/DSUs. The DTE and DCE cables can be connected to each other (the DCE cable has a female connector and the DTE cable has a male connector) and to the two routers. With one additional configuration command on one of the routers (the clock rate command), you have a point-to-point serial link. This type of connection between two routers sometimes is called a back-to-back serial connection. Figure 4-5 shows the cabling for a back-to-back serial connection and also shows that the combined DCE/DTE cables reverse the transmit and receive pins, much like a crossover Ethernet cable allows two directly connected devices to communicate. [image: image5.emf] 

As you see in Figure 4-5, the DTE cable, the same cable that you typically use to connect to a CSU/DSU, does not swap the Tx and Rx pins. The DCE cable swaps transmit and receive, so the wiring with one router’s Tx pin connected to the other router’s Rx, and vice versa, remains intact. The router with the DCE cable installed needs to supply clocking, so the clock rate command will be added to that router to define the speed. 

 Link Speeds Offered by Telcos 

No matter what you call them—telcos, PTTs, service providers—these companies do not simply let you pick the exact speed of a WAN link. Instead, standards define how fast a point-to-point link can run. For a long time, the telcos of the world made more money selling voice services than selling data services. As technology progressed during the mid-twentieth century, the telcos of the world developed a standard for sending voice using digital transmissions. Digital signaling inside their networks allowed for the growth of more profitable data services, such as leased lines. It also allowed better efficiencies, making the build-out of the expanding voice networks much less expensive. The original mechanism used for converting analog voice to a digital signal is called pulse code modulation (PCM). PCM defines that an incoming analog voice signal should be sampled 8000 times per second, and each sample should be represented by an 8-bit code. So, 64,000 bits were needed to represent 1 second of voice. When the telcos of the world built their first digital networks, they chose a baseline transmission speed of 64 kbps because that was the necessary bandwidth for a single voice call. The term digital signal level 0 (DS0) refers to the standard for a single 64-kbps line. Today, most telcos offer leased lines in multiples of 64 kbps. In the United States, the digital signal level 1 (DS1) standard defines a single line that supports 24 DS0s, plus an 8-kbps overhead channel, for a speed of 1.544 Mbps. (A DS1 is also called a T1 line.) Another option is a digital signal level 3 (DS3) service, also called a T3 line, which holds 28 DS1s. Other parts of the world use different standards, with Europe and Japan using standards that hold 32 DS0s, called an E1 line, with an E3 line holding 16 E1s. Table 4-2 lists some of the standards for WAN speeds. Included in the table are the type of line, plus the type of signaling (for example, DS1). The signaling specifications define the electrical signals that encode a binary 1 or 0 on the line. You should be aware of the general idea, and remember the key terms for T1 and E1 lines in particular, for the ICND1 exam. 

Table 4-2 WAN Speed Summary
	Name(s) of Line
	Bit Rate 

	DS0
	64 kbps 

	DS1 (T1)
	1.544 Mbps (24 DS0s, plus 8 kbps overhead) 

	DS3 (T3)
	44.736 Mbps (28 DS1s, plus management overhead) 

	E1
	2.048 Mbps (32 DS0s) 

	E3
	34.064 Mbps (16 E1s, plus management overhead) 

	J1 (Y1)
	2.048 Mbps (32 DS0s; Japanese standard) 


 The leased circuits described so far in this chapter form the basis for the WAN services used by many enterprises today. Next, this chapter explains the data link layer protocols used when a leased circuit connects two routers. 

OSI Layer 2 for Point-to-Point WANs
 WAN protocols used on point-to-point serial links provide the basic function of data delivery across that one link. The two most popular data link layer protocols used on pointto- point links are High-Level Data Link Control (HDLC) and Point-to-Point Protocol (PPP). 

HDLC 

Because point-to-point links are relatively simple, HDLC has only a small amount of work to do. In particular, HDLC needs to determine if the data passed the link without any errors; HDLC discards the frame if errors occurred. Additionally, HDLC needs to identify the type of packet inside the HDLC frame so the receiving device knows the packet type. To achieve the main goal of delivering data across the link and to check for errors and identify the packet type, HDLC defines framing. The HDLC header includes an Address field and a Protocol Type field, with the trailer containing a frame check sequence (FCS) field. Figure 4-6 outlines the standard HDLC frame and the HDLC frame that is Cisco proprietary. HDLC defines a 1-byte Address field, although on point-to-point links, it is not really needed. Having an Address field in HDLC is sort of like when I have lunch with my friend Gary, and only Gary. I do not need to start every sentence with “Hey Gary”—he knows I am talking to him. On point-to-point WAN links, the router on one end of the link knows that there is only one possible recipient of the data—the router on the other end of the link—so the address does not really matter today. 

[image: image6.emf]
 HDLC performs error detection just like Ethernet—it uses an FCS field in the HDLC trailer. And just like Ethernet, if a received frame has errors in it, the device receiving the frame discards the frame, with no error recovery performed by HDLC. HDLC also performs the function of identifying the encapsulated data, just like Ethernet. When a router receives an HDLC frame, it wants to know what type of packet is held inside the frame. The Cisco implementation of HDLC includes a Protocol Type field that identifies the type of packet inside the frame. Cisco uses the same values in its 2-byte HDLC Protocol Type field as it does in the Ethernet Protocol Type field. The original HDLC standards did not include a Protocol Type field, so Cisco added one to support the first serial links on Cisco routers, back in the early days of Cisco in the latter 1980s. By adding something to the HDLC header, Cisco made its version of HDLC proprietary. So, the Cisco implementation of HDLC will not work when connecting a Cisco router to another vendor’s router. HDLC is very simple. There simply is not a lot of work for the point-to-point data link layer protocols to perform. 

Point-to-Point Protocol
 The International Telecommunications Union (ITU), previously known as the Consultative Committee for International Telecommunications Technologies (CCITT), first defined HDLC. Later, the Internet Engineering Task Force (IETF) saw the need for another data link layer protocol for use between routers over a point-to-point link. In RFC 1661 (1994), the IETF created the Point-to-Point Protocol (PPP). Comparing the basics, PPP behaves much like HDLC. The framing looks identical to the Cisco proprietary HDLC framing. There is an Address field, but the addressing does not matter. PPP does discard errored frames that do not pass the FCS check. Additionally, PPP uses a 2-byte Protocol Type field. However, because the Protocol Type field is part of the standard for PPP, any vendor that conforms to the PPP standard can communicate with other vendor products. So, when connecting a Cisco router to another vendor’s router over a point-to-point serial link, PPP is the data link layer protocol of choice. PPP was defined much later than the original HDLC specifications. As a result, the creators of PPP included many additional features that had not been seen in WAN data link layer protocols up to that time, so PPP has become the most popular and feature-rich of WAN data link layer protocols. 

Point-to-Point WAN Summary
 Point-to-point WAN leased lines and their associated data link layer protocols use another set of terms and concepts beyond those covered for LANs, as outlined in Table 4-3. 

 Table 4-3 WAN Terminology
	Term
	Definition 

	Synchronous
	The imposition of time ordering on a bit stream. Practically, a device tries to use the same speed as another device on the other end of a serial link. However, by examining transitions between voltage states on the link, the device can notice slight variations in the speed on each end and can adjust its speed accordingly. 

	Clock source
	The device to which the other devices on the link adjust their speed when using synchronous links. 

	CSU/DSU
	Channel service unit/data service unit. Used on digital links as an interface to the telephone company in the United States. Routers typically use a short cable from a serial interface to a CSU/DSU, which is attached to the line from the telco with a similar configuration at the other router on the other end of the link. 

	Telco 
	Telephone company. 

	Four-wire circuit 
	A line from the telco with four wires, composed of two twisted-pair wires. Each pair is used to send in one direction, so a four-wire circuit allows full-duplex communication. 

	T1
	A line from the telco that allows transmission of data at 1.544 Mbps. 

	E1
	Similar to a T1, but used in Europe. It uses a rate of 2.048 Mbps and 32 64-kbps channels. 


Frame Relay and Packet-Switching Services 

Service providers offer a class of WAN services, different from leased lines, that can be categorized as packet-switching services. In a packet-switching service, physical WAN connectivity exists, similar to a leased line. However, a company can connect a large number of routers to the packet-switching service, using a single serial link from each router into the packet-switching service. Once connected, each router can send packets to all the other routers—much like all the devices connected to an Ethernet hub or switch can send data directly to each other. Two types of packet-switching service are very popular today, Frame Relay and Asynchronous Transfer Mode (ATM), with Frame Relay being much more common. This section introduces the main concepts behind packet-switching services, and explains the basics of Frame Relay. 

The Scaling Benefits of Packet Switching 

Point-to-point WANs can be used to connect a pair of routers at multiple remote sites. However, an alternative WAN service, Frame Relay, has many advantages over point-topoint links, particularly when you connect many sites via a WAN. To introduce you to Frame Relay, this section focuses on a few of the key benefits compared to leased lines, one of which you can easily see when considering the illustration in Figure 4-7. [image: image7.emf]
 In Figure 4-7, a main site is connected to two branch offices, labeled BO1 and BO2. The main site router, R1, requires two serial interfaces and two separate CSU/DSUs. But what happens when the company grows to 10 sites? Or 100 sites? Or 500 sites? For each pointto- point line, R1 needs a separate physical serial interface and a separate CSU/DSU. As you can imagine, growth to hundreds of sites will take many routers, with many interfaces each, and lots of rack space for the routers and CSU/DSUs. Now imagine that the phone company salesperson says the following to you when you have two leased lines, or circuits, installed (as shown in Figure 4-7): You know, we can install Frame Relay instead. You will need only one serial interface on R1 and one CSU/DSU. To scale to 100 sites, you might need two or three more serial interfaces on R1 for more bandwidth, but that is it. And by the way, because your leased lines run at 128 kbps today, we will guarantee that you can send and receive that much data to and from each site. We will upgrade the line at R1 to T1 speed (1.544 Mbps). When you have more traffic than 128 kbps to a site, go ahead and send it! If we have capacity, we will forward it, with no extra charge. And by the way, did I tell you that it is cheaper than leased lines anyway? You consider the facts for a moment: Frame Relay is cheaper, it is at least as fast as (probably faster than) what you have now, and it allows you to save money when you grow. So, you quickly sign the contract with the Frame Relay provider, before the salesperson can change their mind, and migrate to Frame Relay. Does this story seem a bit ridiculous? Sure. The cost and scaling benefits of Frame Relay, as compared to leased lines, however, are very significant. As a result, many networks moved from using leased lines to Frame Relay, particularly in the 1990s, with a significantly large installed base of Frame Relay networks today. In the next few pages, you will see how Frame Relay works and realize how Frame Relay can provide functions claimed by the fictitious salesperson.
 Frame Relay Basics 

Frame Relay networks provide more features and benefits than simple point-to-point WAN links, but to do that, Frame Relay protocols are more detailed. Frame Relay networks are multiaccess networks, which means that more than two devices can attach to the network, similar to LANs. To support more than two devices, the protocols must be a little more detailed. Figure 4-8 introduces some basic connectivity concepts for Frame Relay. Figure 4-8 reflects the fact that Frame Relay uses the same Layer 1 features as a point-topoint leased line. For a Frame Relay service, a leased line is installed between each router and a nearby Frame Relay switch; these links are called access links. The access links run at the same speed and use the same signaling standards as do point-to-point leased lines. However, instead of extending from one router to the other, each leased line runs from one router to a Frame Relay switch
. [image: image8.emf] 

The difference between Frame Relay and point-to-point links is that the equipment in the telco actually examines the data frames sent by the router. Frame Relay defines its own data-link header and trailer. Each Frame Relay header holds an address field called a datalink connection identifier (DLCI). The WAN switch forwards the frame based on the DLCI, sending the frame through the provider’s network until it gets to the remote-site router on the other side of the Frame Relay cloud. Because the equipment in the telco can forward one frame to one remote site and another frame to another remote site, Frame Relay is considered to be a form of packet switching. This term means that the service provider actually chooses where to send each data packet sent into the provider’s network, switching one packet to one device, and the next packet to another. However, Frame Relay protocols most closely resemble OSI Layer 2 protocols; the term usually used for the bits sent by a Layer 2 device is frame. So, Frame Relay is also called a frame-switching service, while the term packet switching is a more general term. The terms DCE and DTE actually have a second set of meanings in the context of any packet-switching or frame-switching service. With Frame Relay, the Frame Relay switches are called DCE, and the customer equipment—routers, in this case—are called DTE. In this case, DCE refers to the device providing the service, and the term DTE refers to the device needing the frame-switching service. At the same time, the CSU/DSU provides clocking to the router, so from a Layer 1 perspective, the CSU/DSU is still the DCE and the router is still the DTE. It is just two different uses of the same terms. Figure 4-8 depicted the physical and logical connectivity at each connection to the Frame Relay network. In contrast, Figure 4-9 shows the end-to-end connectivity associated with a virtual circuit (VC). [image: image9.emf] 
The logical path that a frame travels between each pair of routers is called a Frame Relay VC. In Figure 4-9, a single VC is represented by the dashed line between the routers. Typically, the service provider preconfigures all the required details of a VC; these VCs are called permanent virtual circuits (PVC). When R1 needs to forward a packet to R2, it encapsulates the Layer 3 packet into a Frame Relay header and trailer and then sends the frame. R1 uses a Frame Relay address called a DLCI in the Frame Relay header, with the DLCI identifying the correct VC to the provider. This allows the switches to deliver the frame to R2, ignoring the details of the Layer 3 packet and looking at only the Frame Relay header and trailer. Recall that on a point-to-point serial link, the service provider forwards the frame over a physical circuit between R1 and R2. This transaction is similar in Frame Relay, where the provider forwards the frame over a logical VC from R1 to R2. Frame Relay provides significant advantages over simply using point-to-point leased lines. The primary advantage has to do with VCs. Consider Figure 4-10 with Frame Relay instead of three point-to-point leased lines. Frame Relay creates a logical path (a VC) between two Frame Relay DTE devices. A VC acts like a point-to-point circuit, but physically it is not—it is virtual. For example, R1 terminates two VCs—one whose other endpoint is R2 and one whose other endpoint is R3. R1 can send traffic directly to either of the other two routers by sending it over the appropriate VC, although R1 has only one physical access link to the Frame Relay network. VCs share the access link and the Frame Relay network. For example, both VCs terminating at R1 use the same access link. So, with large networks with many WAN sites that need to connect to a central location, only one physical access link is required from the main site router to the Frame Relay network. By contrast, using point-to-point links would require a physical circuit, a separate CSU/DSU, and a separate physical interface on the router for each point-to-point link. So, Frame Relay enables you to expand the WAN but add less hardware to do so. 
[image: image10.emf] 
Many customers of a single Frame Relay service provider share that provider’s Frame Relay network. Originally, people with leased-line networks were reluctant to migrate to Frame Relay because they would be competing with other customers for the provider’s capacity inside the service provider’s network. To address these fears, Frame Relay is designed with the concept of a committed information rate (CIR). Each VC has a CIR, which is a guarantee by the provider that a particular VC gets at least that much bandwidth. You can think of the CIR of a VC like the bandwidth or clock rate of a point-to-point circuit, except that it is the minimum value—you can actually send more, in most cases. Even in this three-site network, it is probably less expensive to use Frame Relay than to use point-to-point links. Now imagine a much larger network, with a 100 sites, that needs any-toany connectivity. A point-to-point link design would require 4950 leased lines! In addition, you would need 99 serial interfaces per router. By contrast, with a Frame Relay design, you could have 100 access links to local Frame Relay switches (1 per router) with 4950 VCs running over the access links. Also, you would need only one serial interface on each router. As a result, the Frame Relay topology is easier for the service provider to implement, costs the provider less, and makes better use of the core of the provider’s network. As you would expect, that makes it less expensive to the Frame Relay customer as well. For connecting many WAN sites, Frame Relay is simply more cost-effective than leased lines.   
Foundation Topics 
WANs differ from LANs in several ways. Most significantly, WAN links typically go much longer distances, with the WAN cabling being installed underground in many cases to prevent accidental damage by people walking on them or cars driving over them. Governments typically do not let the average person dig around other people’s property, so WAN connections use cabling installed by a service provider, with the service provider having permission from the appropriate government agencies to install and maintain the cabling. The service provider then sells the WAN services to various enterprises. This difference between WANs and LANs can be summed up with the old adage “You own LANs, but you lease WANs.” This chapter has two major sections. The first section examines a broad range of WAN connectivity options, including switched circuits, DSL, cable, and ATM. The second half then explains how Internet connections from a home or small office often need several Layer 3 services before the WAN connection can be useful. The second section goes on to explain why DHCP and NAT are needed for routers connecting to the Internet, with particular attention to the NAT function. 
WAN Technologies 
This section introduces four different types of WAN technologies in addition to the leasedline and Frame Relay WANs introduced in Chapter 4. The first of these technologies, analog modems, can be used to communicate between most any two devices, and can be used to connect to the Internet through an ISP. The next two technologies, DSL and cable Internet, are almost exclusively used for Internet access. The last of these, ATM, is a packetswitching service used like Frame Relay to connect enterprise routers, as well as for other purposes not discussed in this book. Before introducing each of these types of WANs, this section starts by explaining a few details about the telco’s network, particularly because modems and DSL use the phone line installed by the telco. 
Perspectives on the PSTN
 The term Public Switched Telephone Network (PSTN) refers to the equipment and devices that telcos use to create basic telephone service between any two phones in the world. This term refers to the combined networks of all telephone companies. The “public” part of PSTN refers to the fact that it is available for public use (for a fee), and the “switched” part refers to the fact that you can change or switch between phone call swith different people at will. Although the PSTN was originally built to support voice traffic, two of the three Internet access technologies covered in this chapter happen to use the PSTN to send data, so a basic understanding of the PSTN can help you appreciate how modems and DSL work. Sound waves travel through the air by vibrating the air. The human ear hears the sound because the ear vibrates as a result of the air inside the ear moving, which, in turn, causes the brain to process the sounds that were heard by the ear. The PSTN, however, cannot forward sound waves. Instead, a telephone includes a microphone, which simply converts the sound waves into an analog electrical signal. (The electrical signal is called analog because it is analogous to the sound waves.) The PSTN can send the analog electrical signal between one phone and another using an electrical circuit. On the receiving side, the phone converts the analog electrical signal back to sound waves using a speaker that is inside the part of the phone that you put next to your ear. The original PSTN predated the invention of the digital computer by quite a while, with the first telephone exchanges being created in the 1870s, soon after the invention of the telephone by Alexander Graham Bell. In its original form, a telephone call required an electrical circuit between the two phones. With the advent of digital computers, however, in the mid-1950s telcos began updating the core of the PSTN to use digital electrical signals, which gave the PSTN many advantages in speed, quality, manageability, and capability to scale to a much larger size. Next, consider what the telco has to do to make your home phone work. Between your home and some nearby telco central office (CO), the telco typically installs a cable with a pair of wires, called the local loop. (In the United States, if you have ever seen a two- to three-foot-high light-green post in your neighborhood, that is the collection point for the local loop cables that connect to the houses on that street.) One end of the cable enters your house and connects to the phone outlets in your house. The other end (possibly miles away) connects to a computer in the CO, generically called a voice switch. Figure 16-1 shows the concept, along with some other details. The local loop supports analog electrical signals to create a voice call. The figure shows two local loops, one connected to Andy’s phone, and the other connected to Barney’s. Andy and Barney happen to live far enough apart that their local loops connect to different COs. [image: image11.emf] When Andy calls Barney, the phone call works, but the process is more complicated than just setting up an electrical circuit between the two phones. In particular, note that ■ The phones use analog electrical signals only. ■ The voice switches use a digital circuit to forward the voice (a T1 in this case). ■ The voice switch must convert between analog electricity and digital electricity in both directions. To make it all work, the phone company switch in the Mayberry CO performs analog-todigital (A/D) conversion of Andy’s incoming analog voice. When the switch in Raleigh gets the digital signal from the Mayberry switch, before sending it out the analog line to Barney’s house, the Raleigh switch reverses the A/D process, converting the digital signal back to analog. The analog signal going over the local line to Barney’s house is roughly the same analog signal that Andy’s phone sent over his local line; in other words, it is the same sounds. The original standard for converting analog voice to a digital signal is called pulse-code modulation (PCM). PCM defines that an incoming analog voice signal should be sampled 8000 times per second by the A/D converter, using an 8-bit code for each sample. As a result, a single voice call requires 64,000 bits per second—which amazingly fits perfectly into 1 of the 24 available 64-kbps DS0 channels in a T1. (As you may recall from Chapter 4, a T1 holds 24 separate DS0 channels, 64 kbps each, plus 8 kbps of management overhead, for a total of 1.544 Mbps.) The details and complexity of the PSTN as it exists today go far beyond this brief introduction. However, these few pages do introduce a few key points that will give you some perspectives on how other WAN technologies work. In summary: ■ The telco voice switch in the CO expects to send and receive analog voice over the physical line to a typical home (the local loop). ■ The telco voice switch converts the received analog voice to the digital equivalent using a codec. ■ The telco converts the digital voice back to the analog equivalent for transmission over the local loop at the destination. ■ The voice call, with the PCM codec in use, 
consumes 64 kbps through the digital part of the PSTN (when using links like T1s and T3s inside the telco). Analog Modems
 Analog modems allow two computers to send and receive a serial stream of bits over the same voice circuit normally used between two phones. The modems can connect to a normal local phone line (local loop), with no physical changes required on the local loop cabling and no changes required on the voice switch at the telco’s CO. Because the switch in the CO expects to send and receive analog voice signals over the local loop, modems simply send an analog signal to the PSTN and expect to receive an analog signal from the PSTN. However, that analog signal represents some bits that the computer needs to send to another computer, instead of voice created by a human speaker. Similar in concept to a phone converting sound waves into an analog electrical signal, a modem converts a string of binary digits on a computer into a representative analog electrical signal. To achieve a particular bit rate, the sending modem could modulate (change) the analog signal at that rate. For instance, to send 9600 bps, the sending modem would change the signal (as necessary) every 1/9600th of a second. Similarly, the receiving modem would sample the incoming analog signal every 1/9600th of a second, interpreting the signal as a binary 1 or 0. (The process of the receiving end is called demodulation. The term modem is a shortened version of the combination of the two words modulation and demodulation.) Because modems represent data as an analog electrical signal, modems can connect to a PSTN local loop, make the equivalent of a phone call to another site that has a modem connected to its phone line, and send data. As a result, modems can be used at most any location that has a phone line installed. The PSTN refers to a communications path between the two modems as a circuit. Because the modems can switch to a different destination just by hanging up and dialing another phone number, this type of WAN service is called a switched circuit. Figure 16-2 shows an example, now with Andy and Barney connecting their PCs to their home phone lines using a modem. [image: image12.emf] Once the circuit has been established, the two computers have a Layer 1 service, meaning that they can pass bits between each other. The computers also need to use some data link layer protocol on the circuit, with PPP being a popular option today. The telco has no need to try and interpret what the bits sent by the modem mean—in fact, the telco does not even care to know if the signal represents voice or data. To be used as an Internet access WAN technology, the home-based user connects via a modem to a router owned by an ISP. The home user typically has a modem in their computer (internal modem) or outside the computer (external modem). The ISP typically has a large bank of modems. The ISP then publishes a phone number for the phone lines installed into the ISP router’s modem bank, and the home user dials that number to connect to the ISP’s router. The circuit between two modems works and acts like a leased line in some regards; however, the link differs in regards to clocking and synchronization. The CSU/DSUs on the ends of a leased line create what is called a synchronous circuit, because not only do the CSU/DSUs try to run at the same speed, they adjust their speeds to match or synchronize with the other CSU/DSU. Modems create an asynchronous circuit, which means that the two modems try to use the same speed, but they do not adjust their clock rates to match the other modem. Modems have the great advantage of being the most pervasively available remote-access technology, usable most anywhere that a local phone line is available. The cost is relatively low, particularly if the phone line is already needed for basic voice service; however, modems run at a relatively slow speed. Even with modern compression technologies, the bit rate for modems is only a little faster than 100 kbps. Additionally, you cannot concurrently talk on the phone and send data with a modem on the same phone line. 
Digital Subscriber Line 
By the time digital subscriber line (DSL) came around in the mid- to late 1990s, the main goal for remote-access WAN technology had changed. The need to connect to any other computer anywhere had waned, but the need to connect to the Internet was growing quickly. In years past, modems were used to dial a large variety of different computers, which was useful. Today you can think of the Internet as a utility, just like you think of the electric company, the gas company, and so on. The Internet utility provides IP connectivity to the rest of the world, so if you can just get connected to the Internet, you can communicate with anyone else in the world. Because most people today just want access to the utility—in other words, the Internet— DSL was defined a little differently than modems. In fact, DSL was designed to provide high-speed access between a home or business and the local CO. By limiting the scope of where DSL needed to work, design engineers were able to define DSL to support much faster speeds than modems. DSL’s basic services have some similarities, as well as differences, to analog modems. Some of the key features are as follows: ■ DSL allows analog voice signals and digital data signals to be sent over the same local loop wiring at the same time. ■ The local loop must be connected to something besides a traditional voice switch at the local CO, in this case a device called a DSL access multiplexer (DSLAM). ■ DSL allows for a concurrent voice call to be up at the same time as the data connection. ■ Unlike modems, DSL’s data component is always on; in other words, you do not have to signal or dial a phone number to set up a data circuit. DSL really does provide some great benefits—you can use the same old phones that you already have, you can keep the same phone number, and, once DSL is installed, you can just sit down and start using your “always on” Internet service without having to dial a number. Figure 16-3 shows some of the details of a typical DSL connection. [image: image13.emf] The figure shows a generic-looking device labeled “DSL Router/Modem” which connects via a standard telephone cable to the same phone jack on the wall. Many options exist for the DSL hardware at the home: There could be a separate router and DSL modem, the two could be combined as shown in the figure, or the two could be combined along with a LAN switch and a wireless AP. (Figure 13-4 and Figure 13-5 in Chapter 13, “Operating Cisco Routers,” show a couple of the cabling options for the equivalent design when using cable Internet, which has the same basic hardware options.) In the home, a DSL modem or DSL-capable router is connected to the phone line (the local loop) using a typical telephone cable, as shown on the left side of Figure 16-3. The same old analog telephones can be connected to any other available phone jacks, at the same time. The cable from the phone or DSL modem to the telephone wall jack uses RJ-11 connectors, as is typical for a cable for an analog phone or a modem. DSL supports concurrent voice and data, so you can make a phone call without disrupting the always-on DSL Internet connection. The phone generates an analog signal at frequency ranges between 0 and 4000 Hz; the DSL modem uses frequencies higher than 4000 Hz so that the phone and DSL signals do not interfere with each other very much. You typically need to put a filter, a small device about the size of a small packet of chewing gum, between each phone and the wall socket (not shown) to prevent interference from the higherfrequency DSL signals. The DSLAM at the local CO plays a vitally important role in allowing the digital data and analog voice to be processed correctly. When migrating a customer from just using voice to instead support voice and DSL, the phone company has to disconnect the local loop cable from the old voice switch and move it to a DSLAM. The local loop wiring itself does not have to change. The DSLAM directs (multiplexes) the analog voice signal—the frequency range between 0 Hz and 4000 Hz—to a voice switch, and the voice switch treats that signal just like any other analog voice line. The DSLAM multiplexes the data traffic to a router owned by the ISP providing the service in Figure 16-3. The design with a local loop, DSLAM, and ISP router enables a business model in which you buy Internet services from an ISP that is not the local phone company. The local telco owns the local loop. However, many ISPs that are not a local telco sell DSL Internet access. The way it works is that you pay the ISP a monthly fee for DSL service, and the ISP works with the telco to get your local loop connected to the telco’s DSLAM. The telco then configures the DSLAM to send data traffic from your local loop to that ISP’s router. You pay the ISP for high-speed DSL Internet service, and the ISP keeps part of the money and gives part of the money to the local telco. 
DSL Types, Speeds, and Distances 
DSL technology includes many options at many speeds, with some variations getting more attention in the marketplace. So, it is helpful to consider at least a few of the options. One key difference in the types of DSL is whether the DSL service is symmetric or asymmetric. Symmetric DSL means that the link speed in each direction is the same, whereas asymmetric means that the speeds are different. As it turns out, SOHO users tend to need to receive much more data than they need to send. For example, a home user might type in a URL in a browser window, sending a few hundred bytes of data to the ISP. The web page returned from the Internet may be many megabytes large. Asymmetric DSL allows for much faster downstream (Internet toward home) speeds, but with lower upstream (home toward Internet) speeds, as compared with symmetric DSL. For example, an ADSL connection might use a 1.5-Mbps speed downstream (toward the end user), and a 384-Kbps speed upstream toward the Internet. Table 16-2 lists some of the more popular types of DSL, and whether each is asymmetric or symmetric. 
Table 16-2 DSL Types

	Acronym
	Spelled Out
	Type

	ADSL
	Asymmetric DSL
	Asymmetric

	CDSL(G.lite)
	Consumer DSL
	Asymmetric

	VDSL
	Very-high-data-rate DSL
	Asymmetric

	SDSL
	Symmetric DSL
	Symmetric

	HDSL
	High-data-rate DSL
	Symmetric

	IDSL
	ISDN DSL
	Symmetric


Typically, most consumer DSL installations in the United States use ADSL. The speed of a DSL line is a difficult number to pin down. DSL standards list maximum speeds, but in practice the speed can vary widely, based on many factors, including:
 ■ The distance between the CO and the consumer (the longer the distance, the slower the speed) 
■ The quality of the local loop cabling (the worse the wiring, the slower the speed) 
■ The type of DSL (each standard has different maximum theoretical speeds)
 ■ The DSLAM used in the CO (older equipment may not have recent improvements that allow for faster speeds on lower-grade local loops) For example, ADSL has theoretical downstream speeds of close to 10 Mbps, with the Cisco ICND1 course currently making a minor reference to a maximum of 8.192 Mbps. However, most ISPs, if they quote any numbers at all, state that the lines will run at about 1.5 Mbps downstream, and 384 kbps upstream—numbers much more realistic compared to the actual speeds experienced by their customers. Regardless of the actual speeds, these speeds are significantly faster than modem speeds, making DSL very popular in the marketplace for high-speed Internet access. Besides the factors that limit the speed, DSL lines typically do not work at all if the local loop exceeds that particular DSL standard’s maximum cabling length. For example, ADSL has become popular in part because it supports local loops that are up to 18,000 feet (a little over 3 miles/5 kilometers). However, if you live in the country, far away from the CO, chances are DSL is not an option. 
DSL Summary
 DSL brings high-speed remote-access capabilities to the home. It supports concurrent voice and data, using the same old analog phones and same old local loop cabling. The Internet data service is always on—no dialing required. Furthermore, the speed of the DSL service itself does not degrade when more users are added to the network. DSL has some obvious drawbacks. DSL simply will not be available to some people, particularly those in rural areas, based on the distance from the home to the CO. The local telco must have DSL equipment in the CO before it, or any ISP, can offer DSL services. Even when the home is close enough to the CO, sites farther from the CO might run slower than sites closer to the CO. 
Cable Internet
 Of all the Internet access technologies covered in this chapter, cable modem technology is the only one that does not use a phone line from the local telco for physical connectivity. Many homes also have a cable TV service supplied by a coaxial cable—in other words, over the cable TV (CATV) cabling. Cable modems provide an always-on Internet access service, while allowing you to surf the Internet over the cable and make all the phone calls you want over your telephone line—and you can watch TV at the same time! Cable modems (and cable routers with integrated cable modems, similar in concept to DSL) use some of the capacity in the CATV cable that otherwise might have been allocated for new TV channels, using those frequency bands for transferring data. It is a little like having an “Internet” channel to go along with CNN, TBS, ESPN, The Cartoon Network, and all your other favorite cable channels. To appreciate how cable modems work, you need a little perspective on some cable TV terminology. Cable TV traditionally has been a one-way service—the cable provider sends electrical signals down the cable for all the channels. All you have to do, after the physical installation is complete, is choose the channel you want to watch. While you are watching The Cartoon Network, the electrical signals for CNN still are coming into your house over the cable—your TV is just ignoring that part of the signal. If you have two TVs in your house, you can watch two different channels because the signals for all the channels are being sent down the cable. Cable TV technology has its own set of terminology, just like most of the other access technologies covered in this chapter. Figure 16-4 outlines some of the key terms. The cable modem or cable router connects to the CATV cable, shown as a dotted line in the figure. In a typical house or apartment, there are several cable wall plates installed, so the cable modem/router just connects to one of those wall jacks. And like DSL modems/ routers, the cable modem/router connects to the PCs in the home using an Ethernet connection.
 [image: image14.emf]  The other end of the cable connects to equipment in the cable company’s facilities, generally called the head-end. Equipment on the head-end can split the channels used for Internet over to an ISP router, much like a DSLAM splits data off the telco local loop over to an ISP’s router. That same equipment collects TV signals (typically from a satellite array) and feeds those over other channels on the cable to provide TV service. Cable Internet service has many similarities to DSL services. It is intended to be used to access some ISP’s router, with that service being always on and available. It is asymmetric, with much faster downstream speeds. The SOHO user needs a cable modem and router, which may be in a single device or in separate devices. There are some key differences, as you might imagine. Cable Internet service runs faster than DSL, with practical speeds from two to five times faster than the typically quoted 1.5 Mbps for DSL. Cable speeds do not degrade due to the length of the cable (distance from the cable company’s facilities). However, the effective speed of cable Internet does degrade as more and more traffic is sent over the cable by other users, because the cable is shared among users in certain parts of the CATV cable plant, whereas DSL does not suffer from this problem. To be fair, the cable companies can engineer around these contention problems and improve the effective speed for those customers. 
Comparison of Remote-Access Technologies 
This chapter scratches the surface of how modems, cable, and DSL work. Consumers choose between these options for Internet access all the time, and network engineers choose between these options for supporting their work-at-home users as well. So, Table 16-3 lists some of the key comparison points for these options. 
Table 16-3 Comparison of Modems, DSL, and Cable
	
	Analog Modems
	DSL
	Cable Modems 

	Transport
	Telco local loop
	Telco local loop
	CATV cable 

	Supports symmetric speeds
	Yes
	Yes
	No 

	Supports asymmetric speeds
	Yes
	Yes
	Yes 

	
	
	
	

	Typical practical speeds (may vary) 
	Up to 100 kbps  
	1.5 Mbps downstream
	3 to 6 Mbps downstream 

	Allows concurrent voice and data 
	No
	Yes
	Yes

	Always-on Internet service
	No
	Yes
	Yes

	Local loop distance issues
	No
	Yes
	No

	Throughput degrades under higher loads 
	No
	No
	Yes


ATM 
The other WAN technologies introduced in this book can all be used for Internet access from the home or a small office. Asynchronous Transfer Mode (ATM) is most often used today either as a packet-switching service, similar in purpose to Frame Relay, or as a switching technology used inside the core network built by telcos. This section introduces ATM as a packet-switching service. To use ATM, routers connect to an ATM service via an access link to an ATM switch inside the service provider’s network—basically the same topology as Frame Relay. For multiple sites, each router would need a single access link to the ATM network, with a virtual circuit (VC) between sites as needed. ATM can use permanent VCs (PVC) like Frame Relay. Of course, there are differences between Frame Relay and ATM; otherwise, you would not need both! First, ATM typically supports much higher-speed physical links, especially those using a specification called Synchronous Optical Network (SONET). The other big difference is that ATM does not forward frames—it forwards cells. A cell, just like a packet or frame, is a string of bits sent over some network. The difference is that while packets and frames can vary in size, ATM cells are always a fixed 53 bytes in length. ATM cells contain 48 bytes of payload (data) and a 5-byte header. The header contains two fields that together act like the data-link connection identifier (DLCI) for Frame Relay by identifying each VC. The two fields are named Virtual Path Identifier (VPI) and Virtual Channel Identifier (VCI). Just like Frame Relay switches forward frames based on the DLCI, devices called ATM switches, resident in the service provider network, forward cells based on the VPI/VCI pair. The end users of a network typically connect using Ethernet, and Ethernet devices do not create cells. So, how do you get traffic off an Ethernet and onto an ATM network? A router connects both to the LAN and to the ATM WAN service via an access link. When a router receives a packet from the LAN and decides to forward the packet over the ATM network, the router creates the cells by breaking the packet into smaller pieces. This cell-creation process involves breaking up a data link layer frame into 48-byte-long segments. Each segment is placed in a cell along with the 5-byte header. Figure 16-5 shows the general idea, as performed on R2. 
[image: image15.emf] 
R1 actually reverses the segmentation process after receiving all the cells—a process called reassembly. The entire concept of segmenting a frame into cells, and reassembling them, is called segmentation and reassembly (SAR). Cisco routers use specialized ATM interfaces to support ATM. The ATM cards include special hardware to perform the SAR function quickly. They also often include special hardware to support SONET. Because of its similar function to Frame Relay, ATM also is considered to be a type of packet-switching service. However, because it uses fixed-length cells, it more often is called a cell-switching service. 
Packet Switching Versus Circuit Switching 
Many WAN technologies can be categorized as either a circuit-switching service or a packet-switching service. In traditional telco terminology, a circuit provides the physical ability to send voice or data between two endpoints. The origins of the term circuit relate to how the original phone systems actually created an electrical circuit between two telephones in order to carry the voice signal. The leased lines explained in Chapter 4 are circuits, providing the physical ability to transfer bits between two endpoints. Packet switching means that the devices in the WAN do more than pass the bits or electrical signal from one device to another. With packet switching, the provider’s networking devices interpret the bits sent by the customers by reading some type of address field in the header. The service makes choices, switching one packet to go in one direction, and the next packet to go in another direction to another device. Table 16-4 summarizes a few of the key comparison points between these two types of WANs. Table 16-4 Comparing Circuits and Packet Switching
	Feature  
	Circuits
	Packet Switching

	Service implemented as OSI layer . . .
	1
	2 

	Point-to-point (two devices) or more
	Point-to-point
	Multipoint (more than two) 


 Ethernet as a WAN Service 
Before moving on to a discussion of some Internet access issues, it is useful to note a major development in WAN services: Ethernet as a WAN service, or Metropolitan Ethernet (Metro E). To supply a Metro E service, the service provider provides an Ethernet cable, oftentimes optical to meet the longer distance requirements, into the customer site. The customer can then connect the cable to a LAN switch or router. Additionally, the service provider can offer both Fast Ethernet and Gigabit Ethernet speeds, but, like Frame Relay, offer a lower committed information rate (CIR). For example, a customer might need 20 Mbps of bandwidth between routers located at large data centers on either side of a city. The provider installs a Fast Ethernet link between the sites, contracting with the customer for 20 Mbps. The customer then configures the routers so that they will purposefully send only 20 Mbps, on average, using a feature called shaping. The end result is that the customer gets the bandwidth, typically at a better price than other options (like using a T3). Metro E offers many design options as well, including simply connecting one customer site to an ISP, or connecting all of a customer’s sites to each other using various VLANs over a single Ethernet access link. Although the details are certainly beyond the CCNA exams, it is an interesting development to watch as it becomes more popular in the marketplace. Next, this chapter changes focus completely, examining several features that are required for a typical Internet connection using DSL and cable. 
IP Services for Internet Access
 DSL and cable Internet access have many similar features. In particular, both use a router, with that router being responsible for forwarding packets from the computers in the home or office to a router on the other side of the cable/DSL line, and vice versa. This second major section of this chapter examines several IP-related functions that must be performed by the DSL/cable router, in particular a couple of ways to use DHCP, as well as a feature called Network Address Translation (NAT). The equipment used at a SOHO to connect to the Internet using DSL or cable may be a single integrated device, or several separate devices, as introduced in Figures 13-4 and 13-5 in Chapter 13. For the sake of explaining the details in this chapter, the figures will show separate devices, as in Figure 16-6. [image: image16.emf] Thinking about the flow of data left-to-right in the figure, a PC sends data to its default gateway, which is the local access router. The LAN switch just forwards frames to the access router. The router makes a routing decision to forward the packet to the ISP router as the next-hop router. Then, the cable modem converts the Ethernet frame received from the router to meet cable specifications, the details of which are beyond the scope of this book. Finally, the ISP router has a routing table for all routes in the Internet, so it can forward the packet to wherever the packet needs to go. Of the three devices at the small office, this section examines the router in detail. Besides basic routing, the access router needs to perform three additional important functions, as will be explained in this section: assign addresses, learn routes, and translate addresses (NAT). 
Address Assignment on the Internet Access Router 
The Internet access router in Figure 16-6 has two LAN interfaces—one facing the Internet and one facing the devices at that site. As was mentioned in Part III of this book on many occasions, to be able to route packets on those two interfaces, the router needs an IP address on each interface. However, instead of choosing and statically configuring the IP addresses with the ip address interface subcommand, the IP addresses are chosen per the following rules:
 ■ The Internet-facing interface needs one public IP address so that the routers in the Internet know how to route packets to the access router. 
■ The ISP typically assigns that public (and globally routable) IP address dynamically, using DHCP. 
■ The local PCs typically need to dynamically learn IP addresses with DHCP, so the access router will act as a DHCP server for the local hosts. 
■ The router needs a statically configured IP address on the local subnet, using a private network number. 
■ The local LAN subnet will use addresses in a private network number. Figure 16-7 shows the net results of the DHCP exchanges between the various devices, ignoring some of the cabling details. 
[image: image17.emf] For the process in Figure 16-7 to work, the access router (R1) needs a statically configured IP address on the local interface, a DHCP server function enabled on that interface, and a DHCP client function enabled on the Internet interface. R1 learns its Internet interface IP address from the ISP, in this case 64.100.1.1. After being configured with IP address 192.168.1.1/24 on the local interface, R1 starts answering DHCP requests, assigning IP addresses in that same subnet to PC1 and PC2. Note that R1’s DHCP messages list the DNS IP address (198.133.219.2) learned from the ISP’s DHCP server. 
Routing for the Internet Access Router 
Besides the IP address details, router R1 needs to be able to route packets to and from the Internet. R1 has two connected routes, as normal. However, instead of learning all the routes in the global Internet using a routing protocol, R1 can use a default route. In fact, the topology is a classic case for using a default route—the access router has one possible physical route to use to reach the rest of the Internet, namely the route connecting the access router to the ISP’s router. Instead of requiring a static route configuration, the access router can add a default route based on the default gateway learned by the DHCP client function. For example, in Figure 16-7, R1 learned a default gateway IP address of 64.100.1.2, which is router ISP1’s interface connected to the DSL or cable service. The access router creates a default route with that default gateway IP address as the next-hop router. Figure 16-8 shows this default route, along with a few other important routes, as solid lines with arrows. [image: image18.emf] The default gateway settings on the local PCs, along with the default route on the access router (R1), allow the PCs to send packets that reach the Internet. At that point, the Internet routers should be able to forward the packets anywhere in the Internet. However, the routes pointing in the reverse direction, from the Internet back to the small office, seem incomplete at this point. Because R1’s Internet-facing IP address (64.100.1.1 in Figure 16-8) is from the public registered IP address range, all the routers in the Internet should have a matching route, enabling them to forward packets to that address. However, Internet routers should never have any routes for private IP addresses, like those in private networks, such as private network 192.168.1.0/24 as used in Figure 16-8. The solution to this problem is not related to routing; instead, the solution is to make the local hosts on the LAN look as if they are using R1’s publicly registered IP address by using NAT and PAT. Hosts in the Internet will send the packets to the access router’s public IP address (64.100.1.1 in Figure 16-8), and the access router will translate the address to match the correct IP address on the hosts on the local LAN. 
NAT and PAT 
Before getting to the details of how NAT and Port Address Translation (PAT) solve this last part of the puzzle, a few other related perspectives can help you to understand NAT and PAT—one related to IP address conservation, and one related to how TCP and UDP use ports. First, the Internet Corporation for Assigned Names and Numbers (ICANN) manages the process of assigning public IP addresses in the global IPv4 address space—and we are slowly running out of addresses. So, when an ISP adds a new DSL or cable customer, the ISP wants to assign as few public IP addresses to that customer as possible. Additionally, the ISP prefers to assign the address dynamically, so if a customer decides to move to another ISP, the ISP can quickly reclaim and reuse the IP address for another customer. So, for a typical DSL or cable connection to the Internet, the ISP assigns a single publicly routable IP address, using DHCP, as was shown earlier in Figure 16-7. In particular, the ISP does not want to assign multiple public IP addresses to each PC (like PC1 and PC2 in Figure 16-7), again to conserve the public IPv4 address space. The second thing to think about is that, from a server’s perspective, there is no important difference between some number of TCP connections from different hosts, versus the same number of TCP connections from the same host. Figure 16-9 details an example that helps make the logic behind PAT more obvious. [image: image19.emf] The top part of the figure shows a network with three different hosts connecting to a web server using TCP. The bottom half of the figure shows the same network later in the day, with three TCP connections from one client. All six connections connect to the server IP address (128.107.1.1) and port (80, the well-known port for web services). In each case, the server is able to differentiate between the various connections because each has a unique combination of IP address and port number. Keeping the address conservation and port number concepts in mind, next examine how PAT allows the local hosts to use private IP addresses while the access router uses a single public IP address. PAT takes advantage of the fact that a server really does not care if it has one connection each to three different hosts or three connections to a single host IP address. So, to support lots of local hosts at the small office, using a single publicly routable IP address on the router, PAT translates the local hosts’ private IP addresses to the one registered public IP address. To tell which packets need to be sent back to which local host, the router keeps track of both the IP address and TCP or UDP port number. Figure 16-10 shows an example, using the same IP addresses and routers shown previously in Figure 16-7. 
[image: image20.emf] The figure shows a packet sent by PC1 to the server in the Internet on the right. The top part of the figure (steps 1 and 2) shows the packet’s source IP address and source port both before and after R1 performs PAT. The lower part of the figure (steps 3 and 4) shows the return packet from the server, which shows the destination IP address and destination port, again both before and after R1 performs the PAT function. (The server, when replying to a packet with a particular source IP address and port, uses those same values in the response packet.) The numbered steps in the figure follow this logic: 
1. PC1 sends a packet to server 128.107.1.1 and, per PC1’s default gateway setting, sends the packet to access router R1. 
2. R1 performs PAT, based on the details in the router’s NAT translation table, changing the local host’s IP from the private IP address used on the local LAN to the one globally routable public IP address available to R1, namely 64.100.1.1 in this case. R1 forwards the packet based on its default route. 
3. When the server replies to the packet sent from PC1, the server sends the packet to destination address 64.100.1.1, destination port 1024, because those were the values in the source fields of the packet at step 2. The Internet routers know how to forward this packet back to R1, because the destination is a globally routable public IP address. 
4. R1 changes the destination IP address and port per the NAT table, switching from destination address/port 64.100.1.1/1024 to 192.168.1.101/1024. R1 knows a route to reach 192.168.1.101, because this address is in a subnet connected to R1. More generally, the PAT feature causes the router to translate the source IP address and port for packets leaving the local LAN, and to translate the destination IP address and port on packets returning to the local LAN. The end result is that, as far as hosts in the Internet are concerned, all the packets coming from this one customer are from one host (64.100.1.1 in Figure 16-10), for which all the routers in the Internet should have a matching route. This allows the ISP to conserve public IPv4 addresses. The terms inside local and inside global, as listed in the NAT translation table in Figure 16-10, have some very specific and important meanings in the world of NAT. When speaking of NAT, the terms have the perspective of the enterprise network engineer, rather than someone working at the ISP. Keeping that in mind, NAT uses the following terms (and many others): 
Inside host: Refers to a host in the enterprise network, like PC1 and PC2 in the last few figures. 
Inside local: Refers to an IP address in an IP header, with that address representing a local host as the packet passes over the local enterprise network (not the Internet). In this case, 192.168.1.101 and .102 are inside local IP addresses, and the packets at steps 1 and 4 in Figure 16-10 show inside local IP addresses. 
Inside global: Refers to an IP address in an IP header, with that address representing a local host as the packet passes over the global Internet (not the enterprise). In this case, 64.100.1.1 is the one inside global IP address, and the packets at steps 2 and 3 in Figure 16-10 show the inside global IP address. 
Inside interface: The router interface connected to the same LAN as the inside hosts. 
Outside interface: The router interface connected to the Internet. 
Now that you have seen an example of how PAT works, a more exact definition of the terms NAT and PAT can be described. So, when using the terms in a very specific, formal manner, NAT refers to the translation of network layer (IP) addresses, with no translation of ports, whereas PAT refers to the translation of IP addresses as well as transport layer (TCP and UDP) port numbers. However, with a broader definition of the term NAT, PAT is simply one of several ways to configure and use NAT. In real life, in fact, most people refer to this broader definition of NAT. So, an engineer might say “we use NAT with our Internet connection to conserve our public IP addresses”; technically the function is PAT, but most everyone simply calls it NAT. In closing, some of you who have installed a cable router or DSL router in your home may have found that it was easy to get that router to work—much easier than trying to understand the details explained in this chapter. If you buy a consumer-grade cable router or DSL router, it comes preconfigured to use a DHCP client, DHCP server, and PAT as described in this section. (In fact, your product may have one RJ-45 port labeled “Internet” or “Uplink”—that is the port that by default acts as a DHCP client, and it would be the Internet-facing interface in the figures presented toward the end of this chapter.) So, these functions happen, but they happen with no effort required on your part. However, to do the same functions with an enterprise-class Cisco router, the router needs to be configured, because the Cisco enterprise routers ship from the factory with no initial configuration. Chapter 17 will show how to configure the features described in this section on Cisco routers. 
PPP Concepts 
PPP provides several basic but important functions that are useful on a leased line that connects two devices, as reviewed in the following list:
 ■ Definition of a header and trailer that allows delivery of a data frame over the link 
■ Support for both synchronous and asynchronous links 
■ A protocol type field in the header, allowing multiple Layer 3 protocols to pass over the same link 
■ Built-in authentication tools: Password Authentication Protocol (PAP) and Challenge Handshake Authentication Protocol (CHAP) 
■ Control protocols for each higher-layer protocol that rides over PPP, allowing easier integration and support of those protocols The next several pages take a closer look at the protocol field, authentication, and the control protocols. 
The PPP Protocol Field 
One of the more important features included in the PPP standard, but not in the HDLC standard, is the protocol field. The protocol field identifies the type of packet inside the frame. When PPP was created, this field allowed packets from the many different Layer 3 protocols to pass over a single link. Today, the protocol type field still provides the same function, even for the support of two different versions of IP (IPv4 and IPv6). Figure 12-1 compares the framing details of HDLC and PPP, showing the proprietary HDLC Protocol field and the standardized PPP Protocol field. [image: image21.emf] PPP defines a set of Layer 2 control messages that perform various link control functions. These control functions fall into two main categories:
 ■ Those needed regardless of the Layer 3 protocol sent across the link 
■ Those specific to each Layer 3 protocol 
The PPP Link Control Protocol (LCP) implements the control functions that work the same regardless of the Layer 3 protocol. For features related to any higher-layer protocols, typically Layer 3 protocols, PPP uses a series of PPP control protocols (CP), such as IP Control Protocol (IPCP). PPP uses one instance of LCP per link, and one CP for each Layer 3 protocol defined on the link. For example, on a PPP link using IPv4, IPv6, and Cisco Discovery Protocol (CDP), the link uses one instance of LCP, plus IPCP (for IPv4), IPv6CP (for IPv6), and CDPCP (for CDP). The next section first summarizes the functions of LCP and then explains one of those functions, authentication, in more detail. 
PPP Link Control Protocol (LCP)
 LCP provides four notable features, which are covered in this chapter. Table 12-2 summarizes the functions, gives the LCP feature names, and describes the features briefly. Following the table, the text explains each feature in more detail. Note that the features listed in the table are optional and are disabled by default. 
Table 12-2 PPP LCP Features
	Function
	LCP Feature
	Description 

	Looped link detection
	Magic number
	Detects if the link is looped, and disables the interface, allowing rerouting over a working route. 

	Error detection
	Link Quality Monitoring (LQM) 
	Disables an interface that exceeds an error percentage threshold, allowing rerouting over better routes. 

	Multilink support
	Multilink PPP
	Load-balances traffic over multiple parallel links. 

	Authentication
	PAP and CHAP
	Exchanges names and passwords so that each device can verify the identity of the device on the other end of the link. 


 Looped Link Detection Error detection and looped link detection are two key features of PPP. Looped link detection allows for faster convergence when a link fails because it is looped. What does “looped” mean? Well, to test a circuit, the phone company might loop the circuit. The telco technician can sit at his desk and, using commands, cause the phone company’s switch to loop the circuit. This means that the phone company takes the electrical signal sent by the CPE device and sends the same electrical current right back to the same device. The routers cannot send bits to each other while the link is looped, of course. However, the router might not notice that the link is looped, because the router is still receiving something over the link! PPP helps the router recognize a looped link quickly so that it can bring down the interface and possibly use an alternative route. In some cases, routing protocol convergence can be sped up by LCP’s recognition of the loop. If the router can immediately notice that the link is looped, it can put the interface in a “down and down” status, and the routing protocols can change their routing updates based on the fact that the link is down. If a router does not notice that the link has been looped, the routing protocol must wait for timeouts—things such as not hearing from the router on the other end of the link for some period of time. LCP notices looped links quickly using a feature called magic numbers. When using PPP, the router sends PPP LCP messages instead of Cisco-proprietary keepalives across the link; these messages include a magic number, which is different on each router. If a line is looped, the router receives an LCP message with its own magic number instead of getting a message with the other router’s magic number. When a router receives its own magic number, that router knows that the frame it sent has been looped back, so the router can take down the interface, which speeds convergence. 
Enhanced Error Detection Similar to many other data-link protocols, PPP uses an FCS field in the PPP trailer to determine if an individual frame has an error. If a frame is received in error, it is discarded. However, PPP can monitor the frequency with which frames are received in error so that it can take down an interface if too many errors occur. PPP LCP analyzes the error rates on a link using a PPP feature called Link Quality Monitoring (LQM). LCP at each end of the link sends messages describing the number of correctly received packets and bytes. The router that sent the packets compares this number of in-error frames to the number of frames and bytes it sent, and it calculates percentage loss. The router can take down the link after a configured error rate has been exceeded. The only time LQM helps is when you have redundant routes in the network. By taking down a link that has many errors, you can cause packets to use an alternative path that might not have as many errors. 
PPP Multilink When multiple PPP links exist between the same two routers—referred to as parallel links—the routers must then determine how to use those links. With HDLC links, and with PPP links using the simplest configuration, the routers must use Layer 3 load balancing. This means that the routers have multiple routes for the same destination subnets. For example, the upper part of Figure 12-2 shows the load-balancing effect on R1 when forwarding packets to subnet 192.168.3.0/24. 
[image: image22.emf]
 The figure shows two packets, one large and one small. Using Layer 3 logic, the router may choose to send one packet over one link, and the next packet over another. However, because the packets might be of different sizes, the router may not balance the traffic equally over each link. In some cases, particularly when most packets are sent to just a few destination hosts, the numbers of packets sent over each link might not even be balanced, which may overload one of the links and leave another link idle. Multilink PPP load-balances the traffic equally over the links while allowing the Layer 3 logic in each router to treat the parallel links as a single link. When encapsulating a packet, PPP fragments the packet into smaller frames, sending one fragment over each link. For example, for the network shown in Figure 12-2, with two links, R1 would create two frames for each Layer 3 packet, with each frame holding roughly half the original packet. Then, PPP sends one fragment of each original packet over each of the two links. By sending about half of each packet over each link, multilink PPP can more evenly load-balance the traffic. As an added benefit, multilink PPP allows the Layer 3 routing tables to use a single route that refers to the combined links, keeping the routing table smaller. For example, in Figure 12-2, R1 would instead use one route for subnet 192.168.3.0/24, referring to the group of interfaces as a concept called a multilink group. 
PPP Authentication The term authentication refers to a set of security functions that help one device confirm that the other device should be allowed to communicate and is not some imposter. For instance, if R1 and R2 are supposed to be communicating over a serial link, R1 might want R2 to somehow prove that it really is R2. Authentication provides a way to prove one’s identity. WAN authentication is most often needed when dial lines are used. However, the configuration of the authentication features remains the same whether a leased line or dial line is used. PAP and CHAP authenticate the endpoints on either end of a point-to-point serial link. CHAP is the preferred method today because the identification process uses values hidden with a Message Digest 5 (MD5) one-way hash, which is more secure than the clear-text passwords sent by PAP. Both PAP and CHAP require the exchange of messages between devices. When a dialed line is used, the dialed-to router expects to receive a username and password from the dialing router with both PAP and CHAP. With a leased line, typically both routers mutually authenticate the other router. Whether leased line or dial, with PAP, the username and password are sent in the first message. With CHAP, the protocol begins with a message called a challenge, which asks the other router to send its username and password. Figure 12-3 outlines the different processes in the case where the links are dialed. The process works the same when the link uses a leased line. 
[image: image23.emf] PAP flows are much less secure than CHAP because PAP sends the hostname and password in clear text in the message. These can be read easily if someone places a tracing tool in the circuit. CHAP instead uses a one-way hash algorithm, with input to the algorithm being a password that never crosses the link, plus a shared random number. The CHAP challenge states the random number; both routers are preconfigured with the password. The challenged router runs the hash algorithm using the just-learned random number and the secret password and sends the results back to the router that sent the challenge. The router that sent the challenge runs the same algorithm using the random number (sent across the link) and the password (not sent across the link). If the results match, the passwords must match. The most interesting part of the CHAP process is that at no time does the password itself ever cross the link. With the random number, the hash value is different every time. So even if someone sees the calculated hash value using a trace tool, the value is meaningless as a way to break in next time. CHAP authentication is difficult to break, even with a tracing tool on the WAN link. 
ISDN  
 Название сети Integrated Services Digital Network (ISDN) (Цифровая сеть с интегрированными услугами) относится к набору цифровых услуг, которые становятся доступными для конечных пользователей. ISDN предполагает оцифровывание телефонной сети для того, чтобы голос, информация, текст, графические изображения, музыка, видеосигналы и другие материальные источники могли быть переданы коанечныму пользователю по имеющимся телефонным проводам и получены им из одного терминала конечного пользователя. Сторонники ISDN рисуют картину сети мирового масштаба, во многом похожую на сегодняшнюю телефонную сеть, за тем исключеним, что в ней используется передача цирфрового сигнала и появляются новые разнообразные услуги.   ISDN является попыткой стандартизировать абонентские услуги, интерфейсы пользователь/сеть и сетевые и межсетевые возможности. Стандартизация абонентских услуг является попыткой гарантировать уровень совместимости в международном масштабе. Стандартизация интерфейса пользователь/сеть стимулирует разработку и сбыт на рынке этих интерфейсов изготовителями, являющимися третьей участвующей стороной. Стандартизация сетевых и межсетевых возможностей помогает в достижении цели возможного об'единения в мировом масштабе путем обеспечения легкости связи сетей ISDN друг с другом.   Применения ISDN включают быстродействующие системы обработки изображений (такие, как факсимиле Group 1V), дополнительные телефонные линии в домах для обслуживания индустрии дистанционного доступа, высокоскоростную передачу файлов и проведение видео конференций. Передача голоса несомненно станет популярной прикладной программой для ISDN.   Многие коммерческие сети связи начинают предлагать ISDN по ценам ниже тарифных. В Северной Америке коммерческие сети связи с коммутатором локальных сетей (Local-exchange carrier) (LEC) начинают обеспечивать услуги ISDN в качестве альтернативы соединениям Т1, которые в настоящее время выполняюут большую часть услуг "глобальной телефонной службы" (WATS) (wide-area telephone service).  
 Компоненты ISDN 
  В число компонентов ISDN входят терминалы, терминальные адаптеры (ТА), устройства завершения работы сети, оборудование завершения работы линии и оборудование завершения коммутации. Имеется два типа терминалов ISDN. Специализированные терминалы ISDN называются "терминальным оборудованием типа 1" (terminal equipment type 1) (TE1). Терминалы, разрабатывавшиеся не для ISDN, такие, как DTE, которые появились раньше стандартов ISDN, называются "терминальным оборудованием типа 2" (terminal equipment type 2) (TE2). Терминалы ТЕ1 подключают к сети ISDN через цифровую линию связи из четырех скрученных пар проводов. Терминалы ТЕ2 подключают к сети ISDN через терминальный адаптер. Teрминальный адаптер (ТА) ISDN может быть либо автономным устройством, либо платой внутри ТЕ2. Если ТЕ2 реализован как автономное устройств, то он подключает к ТА через стандартный интерфейс физического уровня (например, EIA232, V.24 или V.35).   Следующей точкой соединения в сети ISDN, расположенной за пределами устройств ТЕ1 и ТЕ2, является NT1 или NT2. Это устройства завершения работы сети, которые подключают четырехпроводной абонентский монтаж к традиционному контуру двухпроводной локальной сети. В Северной Америке NT1 является устройством "оборудования посылок заказчика" (customer premises equipment) (CPE). В большинстве других частей света NT1 является частью сети, обеспечиваемой коммерческими сетями связи. NT2 является более сложным устройством, которое обычно применяется в "частных цифровых телефонных станциях с выходом в общую сеть" (PBX), и выполняет функции протоколов Уровней 2 и 3 и услуги по концентрации данных. Существует также устройство NT1/2; это отдельное устройство, которое сочетает функции NT1 и NT2.   В ISDN задано определенное число контрольных точек. Эти контрольные точки определяют логические интерфейсы между функциональными группировками, такими, как ТА и NТ1. Контрольными точками ISDN являются точки "R" (контрольная точка между неспециализированным оборудованием ISDN и ТА), "S" (контрольная точка между терминалами пользователя и NT2), "Т" (контрольная точка между устройствами NT1 и NT2) и "U" (контрольная точка между устройствами NT1 и оборудованием завершения работы линии в коммерческих сетях связи). Контрольная точка "U" имеет отношение только к Северной Америке, где функция NT1 не обеспечивается коммерческими сетями связи.   На Рис. 11-1 показан "Образец конфигурации ISDN". Нa рисунке изображены три устройства, подключенные к коммутатору ISDN , находящемуся на центральной станции. Два из этих устройства совместимы с ISDN, поэтому их можно подключить к устройствам NT2 через контрольную точку "S". Третье устройство (стандартный, не специализированный для ISDN тeлефон) подключается к ТА через контрольную точку "R". Любое из этих устройств может быть также подключено к устройству NT1/2, которое заменяет оба устройства- NТ1 и NT2. Аналогичные станции пользователей (не показанные на рисунке) подключены к самому правому переключателю ISDN.  
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 Услуги ISDN   
Услуги "Интерфейса базовой скорости" (Basic Rate Interface) (BRI), обеспечиваемые ISDN, предлагают два В-канала и один D-канал (2B+D). Обслуживание В-каналом BRI осуществляется со скоростью 64 Kb/сек; оно предназначено для переноса управляющей информации и информации сигнализации, хотя при определенных обстоятельствах может поддерживать передачу информации пользователя. Протокол обмена сигналами D-канала включает Уровни 1-3 эталонной модели OSI. BRI обеспечивает также управление разметкой и другие непроизводительные операции, при этом общая скорость передачи битов доходит до 192 Kb/сек. Спецификацией физического уровня BRI является ССIТТ 1.430.   Услуги "Интерфейса первичной скорости" ISDN (Primary Rate Interface) (PRI) предлагают 23 В-канала и один D-канал в Северной Америке и Японии, обеспечивающие общую скорость передачи битов 1.544 Mb/сек (канал-D PRI работает на скорости 64 Kb/сек). PRI ISDN в Европе, Австралии и других частях света обеспечивает 30 В-каналов и один 64 Kb/сек D-канал и общую скорость интерфейса 2.048 Mb/сек. Спецификацией физического уровня PRI является CCITT 1.431.  
Уровень 1 
  Форматы блока данных физическoго уровня (Уровень 1) ISDN различаются в зависимости от того, является блок данных отправляемым за пределы терминала (из терминала в сеть) или входящим в пределы терминала (из сети в терминал). Оба вида блока данных физического уровня показаны на Рис. 11-2 "Форматы блоков данных физического уровня ISDN". Длина блоков данных равна 48 битам, из которых 36 бит представляют информацию. Биты "F" обеспечивают синхронизацию. Биты "L" регулируют среднее значение бита. Биты "Е" используются для решения конфликтной ситуации, когда несколько терминалов на какой- нибудь пассивной шине претендуют на один канал. Бит "А"" активирует усройства. Биты "S" ещe не получили назначения. Биты "В1", "В2" и "D" предназначены для данных пользователя. 
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 Физически к одной цепи может быть подключено множество устройств пользователей ISDN. Для такой конфигурации столкновения могут быть результатом одновременной передачи двух терминалов. Поэтому ISDN предусматривает средства для определения конфликтов в канале связи. При получении устройством NT бита D из ТЕ оно отражает этот бит эхо-сигналом обратно в соседнюю позицию Е-бита. ТЕ ожидает, что соседний Е бит должен быть тем же самым, что и бит D, который он передал в последней передаче.   Терминалы не могут передавать в D-канал до тех пор, пока они не распознают специфичное число единиц (указывающих на "отсутствие сигнала"), соответствующее заранее установленному приоритету. Если устройство ТЕ обнаруживает какой-либо бит в канале с эхо-сигналом (Е), отличающимся от его битов D, oнo должно немедленно прекратить передачу. Этот простой прием является гарантией того, что одновременно только один терминал может передавать свои D-сообщения. После успешной передачи D-сообщения приоритет этого терминала становится более низким, что обеспечивается путем пред'явления ему требования до передачи детектировать большее число последовательных единиц. Приоретет у терминалов может не повыситься до тех пор, пока все другие устройства на этой линии не получат возможность отправить D-сообщение. Телефонные связи имеют более высокий приоритет, чем все другие службы, а информация обмена сигналами имеет более высокий приоритет, чем несигнализирующая информация. 
 Уровень 2
   Уровнем 2 протокола обмена сигналами ISDN является Link Access Procedure, D channel (Процедура доступа к каналу связи, D-канал), известная также как LAРD. LAPD аналогична "Управлению каналом передачи данных высокого уровня" (HDLC) и "Процедуре доступа к каналу связи, сбалансированной" (LAPB) (смотри Главу 12 "SDLC и его производные" и Главу 13 "Х.25", где дается более подробная информация об этих протоколах). Как видно из раскрытия его акронима, LAPD используется в D-канале для того, чтобы обеспечить поток и соответствующий прием управляющей и сигнализирующей информации. Формат блока данных LAPD (смотри Рис. 11-3) очень похож на формат HDLC; также, как НDLC, LAPD использует блок данных супервизора, информационный и и непронумерованный блоки данных. Протокол LAPD формально определен в CCITT Q.920 и SSITT Q.921.
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Поля "флаг" (flag) и "управление" (control) LAPD идентичны этим полям у HDLC. Длина поля "адрес" LAPD может составлять один или два байта. Если в первом байте задан бит расширенного адреса (ЕА), то адрес состоит из одного байта; если он не задан, то адрес состоит из двух байтов. Первый байт адресного поля содержит servise access point identifier (SAPI) (идентификатор точки доступа к услугам), который идентифицирует главный вход, в котором услуги LAPD обеспечиваются Уровню 3. Бит C/R указывает, содержит ли блок данных команду или ответный сигнал. Поле "идентификатора конечной точки терминала" (terminal end-point identifier) (TEI) указывает, является ли терминал единственным или их много. Этот идентификатор является единственным из перечисленных выше, который указывает на широковещание.  
Уровень 3 
  Для передачи сигналов ISDN используются две спецификации Уровня 3: CCITT 1.450 (известная также как CCITT Q.930) и CCITT 1.451 (известная также как SSITT Q.931). Вместе оба этих протокола обеспечивают соединения пользователь-пользователь, соединения с коммутацией каналов и с коммутацией пакетов. В них определены разнообразные сообщения по организации и завершению обращения, информационные и смешанные сообщения, в том числе SETUP (УСТАНОВКА), CONNECT (ПОДКЛЮЧАТЬ), RELEASE (ОТКЛЮЧЕНИЕ), USER INFORMATION (ИНФОРМАЦИЯ ПОЛЬЗОВАТЕЛЯ), CANCEL (ОТМЕНА), STATUS (СОСТОЯНИЕ) и DISCONNECT (РАЗ'ЕДИНЯТЬ). Эти сообщения функционально схожи с сообщениями, которые обеспечивает протокол Х.25 (более подробно смотри в Главе 13 "Х.25"). На рис.11-4, взятом из спецификации CCITT 1.451, показаны типичные стадии обращения с коммутацией каналов ISDN. 
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Figure 11-41SDN Circuit-Switched Call Stages




 
